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¡ Group members (20+)
§ 3 faculties and 4 PhD, 13 MS/research students, 4 Under.

¡ On-going work 
§ researches on the potential symbioses between software 

engineering SE and machine learning ML

¡ The overall goal
to provide quality assurance solution and tool obtain for ML systems 
towards more widely industrial application

- robust, reliable
- secure, privacy (e.g., EU GDRP, California CCPA)
- interpretable, understandable, fair
- easier to specify, build, maintain, or improve
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Security-Critical

4

[Szegedy Zaremba Sutskever Bruna Erhan Goodfellow Fergus 2013]
[Biggio Corona Maiorca Nelson Srndic Laskov Giacinto Roli 2013]

Safety-Critical

[Sharif Bhagavatula Bauer Reiter 2016]: Glasses that fool face recognition

Face
Recognition Malware detection Self-driving car Medical diagnose
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¡ By testing: we mean evaluating the system in possible
practical conditions and observing its behavior, 
watching for defects. (this talk focuses on testing)

¡ By verification: we mean producing a compelling 
argument and guarantee that the system will not 
misbehave under a very broad range of circumstances.
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a measure used to describe the degree/confidence to 
which a program is tested when a particular test suite runs.

https://en.wikipedia.org/wiki/Code_coverage

https://en.wikipedia.org/wiki/Code_coverage
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• Line Coverage
• Branch Coverage

• Function Coverage
• Class Coverage
• Data Flow Coverage

• … Coco

More available at: https://www.guru99.com/code-coverage-tools.html

https://www.guru99.com/code-coverage-tools.html
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OCELOT
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Random

Search-Based

Symbolic Execution

Feedback-Controlled
Random Testing
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o The decision logic of a traditional software:
n In the form of code

o The decision logic of a DL system:
n The structure of DNN
n The connection weights
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DeepXplore

DeepTest

DeepConcolic DeepRoadASE’18 Fairness
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SOSP’17

ICSE’18

FSE’18 Mode: DL Debugging

ISSTA’18 TensorFlow Program Bugs Empirical Study

Adversarial Detection by Mutation Testing
Surprise Metrics

ICSE’19

DeepGauge

ISSRE’18 DeepMutation
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Neurons Connection
Strength

Incorrect decision



16

A Perfect DNN



¡ Testing Quality & Confidence
Structural perspective

¡ Test Data Quality
Decision-logic perspective
(similar to semantics)

¡ Efficient DL Defect Detection
Development phase

¡ Debug & Repair & Enhancement? 18

Quantify  Measurement Detect Bugs Debugging Repair&Enhance



Multi-Granularity Testing Criteria for Deep Learning Systems

• Enable quality evaluation of DLs
from multiple portrayals

• Provide systematic guidance
of  TestGen for Defects 

• Facilitate Interpretation &
Understanding

19
Neural Network 3D Simulation :https://www.youtube.com/watch?v=3JQ3hYko51Y

https://www.youtube.com/watch?v=3JQ3hYko51Y


¡ Each neuron has a specific role

¡ Neuron roles defined by training data

¡ Decision contribute by all neurons

¡ Infinite decision boundary, but not all meaningful
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Chris Olah, Alex. Mordvintsev, Ludwig Schubert, "Feature Visualization", Distill, 2017.

GoogLeNet Trained on ImageNet
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NBCov(T ) =
|UpperCornerNeuron|+ |LowerCornerNeuron|

2⇥ |N |
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Large ScaleTest Data

Strong NeuronActivation Coverage

K-Multisection Neuron Coverage

Neuron Boundary Coverage

Neurons
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TKNPat(T, k) = |{(topk(x, 1), . . . , topk(x, l)) | x 2 T}|
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(Input Layer)
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Top-K Neuron Coverage

Large ScaleTest Data
Layers

Neuron interactions of same layer

Neuron interactions across layers
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KMNC

NBC

SNAC

TKNC

TKNP

NC

FGSM

BIM

JSMA

C&W

DNNs

Coverage

Criteria
Parameter setting

KMNC k=1,000 k=10,000 N.A

NBC
LB=l LB=l-0.5*σ LB=l-σ

UB=u UB=u+0.5*σ UB=u+σ

SNAC UB=u UB=u+0.5*σ UB=u+σ

TKNC k=1 k=2 k=3

TKNP k=1 k=2 k=3

NC th.= 0.0, 0.25, 0.5, 0.75

Test

org.

Adversarial
Test Gen

Coverage
Eval. Coverage

Parameters

414 Evaluation Configurations= 270 (MNIST) + 144 (ImageNet)
190,000 Test data= 150,000 (MNIST) + 40,000 (ImageNet)

5 DNN Profiling

18 Group Large Scale Adv Test Gen

Tesla M40 GPU 24GB / 18-core 2.3GHz Xeon 64-bit 196 GB
24
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• Our criteria could distinguish benign and defects with little perturbations

• Increase the coverage could potentially increase chance of defect detection

• Provide measurement of testing confidence

• Efficient to compute and guide online automated test generation

• Test Gen guided by DeepGauge generates thousands of unique error trigger tests

KMNC(k=1000) NBC (ub,lb) SNAC(ub) TKNP (k=1)
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(b) Strong Neuron Activation Coverage
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Combinatorial Testing for Deep
Learning Systems

Lei Ma1,2, Fuyuan Zhang2, Minhui Xue3, Bo Li4,
Yang Liu2, Jianjun Zhao5, and Yadong Wang1

1 Harbin Institute of Technology, China
2 Nanyang Technological University, Singapore

3 New York University Shanghai, China
4 University of Illinois at Urbana–Champaign, USA

5 Kyushu University, Japan
Contact author: malei@hit.edu.cn

Abstract. Deep learning (DL) has achieved remarkable progress over
the past decade and been widely applied to many safety-critical appli-
cations. However, the robustness of DL systems recently receives great
concerns, such as adversarial examples against computer vision systems,
which could potentially result in severe consequences. Adopting testing
techniques could help to evaluate the robustness of a DL system and
therefore detect vulnerabilities at an early stage. The main challenge of
testing such systems is that its runtime state space is too large: if we
view each neuron as a runtime state for DL, then a DL system often
contains massive states, rendering testing each state almost impossible.
For traditional software, combinatorial testing (CT) is an e↵ective test-
ing technique to reduce the testing space while obtaining relatively high
defect detection abilities. In this paper, we perform an exploratory study
of CT on DL systems. We adapt the concept in CT and propose a set of
coverage criteria for DL systems, as well as a CT coverage guided test
generation technique. Our evaluation demonstrates that CT provides a
promising avenue for testing DL systems. We further pose several open
questions and interesting directions for combinatorial testing of DL sys-
tems.

Keywords: Combinatorial testing · Deep learning · Adversarial attacks

1 Introduction

Deep learning (DL) systems have been widely applied in various applications due
to their high accuracy, such as computer vision [35], natural language process-
ing [39], autonomous driving [5], and automated medical diagnosis [33]. However,
recently DL systems have been shown to be vulnerable against di↵erent attacks,
such as adversarial examples in computer vision and audio systems. Given that
more and more safety-sensitive applications start to adopt DL, deploying DL
without thorough testing to safety-critical applications can lead to severe conse-
quences, such as possible accidents in autonomous driving [12]. DL systems are
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• Neuron activation configuration
• t-way combination sparse coverage
• t-way combination dense coverage
• (p, t )-completeness coverage



¡ Using Kernel Density Estimation (KDE) 
to approximate surprise of an input

¡ Good for test selection

¡ Non-trivial and difficult to integrate into 
automated testing tool

28



¡ Neuron structural behaviors of DNNs
-> single neuron

-> neuron activation relation
-> neuron interaction

-> neuron feature vectors

¡ How these criteria affect decision logic?

¡ What is the relative relation of an input data to the
decision logic of DNN
§ Input geometric space
§ Hidden feature space

29



• Source-level Mutation Testing:
- Contain 8 mutation operators
- Mutate training data and programs

30

An automated mutation testing framework for DL systems

• Model-level Mutation Testing:
- Contain 8 mutation operators
- Directly mutate the trained DL models

• Data Quality Evaluation Metrics:
- Redefined mutation score for DL system
- Average error rate

-Test Data Quality   -DL model Robustness
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DNNorg

DNNm1 DNNm2 DNNmn

…..

Source Level MT
Framework

Model Level MT
Framework

Mutation Operators
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1. Adversarial example is often closed
to decision boundary

2. Generate a suitable number of DNN
mutants to analyze statistical confidence
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Hunting Deep Neural Network Defects via Coverage-Guided 
Fuzzing

35
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• Brightness
• Contrast

• Pixel Noise
• Blurring

• Translation
• Scaling
• Horizontal Shearing

• Rotation

Affine transformation

Pixel value transformation

ICSE ’18, May 27-June 3, 2018, Gothenburg, Sweden Tian et al.

short-term memory (LSTM) [47], a popular subgroup of RNNs, is
designed to solve this vanishing/exploding gradient problem. We
encourage interested readers to refer to [47] for more details.

3 METHODOLOGY
To develop an automated testing methodology for DNN-driven
autonomous cars we must answer the following questions. (i) How
do we systematically explore the input-output spaces of an au-
tonomous car DNN? (ii) How can we synthesize realistic inputs to
automate such exploration? (iii) How can we optimize the explo-
ration process? (iv) How do we automatically create a test oracle
that can detect erroneous behaviors without detailed manual speci-
�cations?We brie�y describe how DeepTest addresses each of these
questions below.

3.1 Systematic Testing with Neuron Coverage
The input-output space (i.e., all possible combinations of inputs and
outputs) of a complex system like an autonomous vehicle is too large
for exhaustive exploration. Therefore, we must devise a systematic
way of partitioning the space into di�erent equivalence classes and
try to cover all equivalence classes by picking one sample from
each of them. In this paper, we leverage neuron coverage [70] as a
mechanism for partitioning the input space based on the assumption
that all inputs that have similar neuron coverage are part of the
same equivalence class (i.e., the target DNN behaves similarly for
these inputs).

Neuron coverage was originally proposed by Pei et al. for guided
di�erential testing of multiple similar DNNs [70]. It is de�ned as
the ratio of unique neurons that get activated for given input(s) and
the total number of neurons in a DNN:

Neuron Co�era�e =
|Acti�ated Neurons |

|Total N eurons | (1)

An individual neuron is considered activated if the neuron’s output
(scaled by the overall layer’s outputs) is larger than a DNN-wide
threshold. In this paper, we use 0.2 as the neuron activation thresh-
old for all our experiments.

Similar to the code-coverage-guided testing tools for traditional
software, DeepTest tries to generate inputs that maximize neuron
coverage of the test DNN. As each neuron’s output a�ects the �nal
output of a DNN,maximizing neuron coverage also increases output
diversity. We empirically demonstrate this e�ect in Section 5.

Pei et al. de�ned neuron coverage only for CNNs [70].We further
generalize the de�nition to include RNNs. Neurons, depending on
the type of the corresponding layer, may produce di�erent types of
output values (i.e. single value and multiple values organized in a
multidimensional array). We describe how we handle such cases in
detail below.

For all neurons in fully-connected layers, we can directly com-
pare their outputs against the neuron activation threshold as these
neurons output a single scalar value. By contrast, neurons in con-
volutional layers output multidimensional feature maps as each
neuron outputs the result of applying a convolutional kernel across
the input space [45]. For example, the �rst layer in Figure 3.1 il-
lustrates the application of one convolutional kernel (of size 3⇥3)
to the entire image (5⇥5) that produces a feature map of size 3⇥3
in the succeeding layer. In such cases, we compute the average of
the output feature map to convert the multidimensional output
of a neuron into a scalar and compare it to the neuron activation
threshold.

For RNN/LSTM with loops, the intermediate neurons are un-
rolled to produce a sequence of outputs (Figure 3.2). We treat each
neuron in the unrolled layers as a separate individual neuron for
the purpose of neuron coverage computation.

3.2 Increasing Coverage with Synthetic Images
Generating arbitrary inputs that maximize neuron coverage may
not be very useful if the inputs are not likely to appear in the real-
world even if these inputs potentially demonstrate buggy behaviors.
Therefore, DeepTest focuses on generating realistic synthetic im-
ages by applying image transformations on seed images and mimic
di�erent real-world phenomena like camera lens distortions, ob-
ject movements, di�erent weather conditions, etc. To this end, we
investigate nine di�erent realistic image transformations (chang-
ing brightness, changing contrast, translation, scaling, horizontal
shearing, rotation, blurring, fog e�ect, and rain e�ect). These trans-
formations can be classi�ed into three groups: linear, a�ne, and
convolutional. Our experimental results, as described in Section 5,
demonstrate that all of these transformations increase neuron cov-
erage signi�cantly for all of the tested DNNs. Below, we describe
the details of the transformations.

Adjusting brightness and contrast are both linear transforma-
tions. The brightness of an image depends on how large the pixel
values are for that image. An image’s brightness can be adjusted by
adding/subtracting a constant parameter � to each pixel’s current
value. Contrast represents the di�erence in brightness between
di�erent pixels in an image. One can adjust an image’s contrast by
multiplying each pixel’s value by a constant parameter � .

Table 2: Di�erent a�ne transformation matrices

A�ne Transform Example Transformation Matrix Parameters

Translation
1 0 tx
0 1 t�

�
tx : displacement along x axis
t� : displacement along y axis

Scale
sx 0 0
0 s� 0

�
sx : scale factor along x axis
s� : scale factor along y axis

Shear
 1 sx 0
s� 1 0

�
sx : shear factor along x axis
s� : shear factor along y axis

Rotation

cosq � sinq 0
sinq cosq 0

�
q: the angle of rotation

Translation, scaling, horizontal shearing, and rotation are all
di�erent types of a�ne transformations. An a�ne transformation is
a linear mapping between two images that preserves points, straight
lines, and planes [5]. A�ne transforms are often used in image
processing to �x distortions resulting from camera angle variations.
In this paper, we leverage a�ne transformations for the inverse
case, i.e., to simulate di�erent real-world camera perspectives or
movements of objects and check how robust the self-driving DNNs
are to those changes.

An a�ne transformation is usually represented by a 2 ⇥ 3 trans-
formation matrix M [6]. One can apply an a�ne transformation
to a 2D image matrix I by simply computing the dot product of I
andM , the corresponding transformation matrix. We list the trans-
formation matrices for the four types of a�ne transformations
(translation, scale, shear, and rotation) used in this paper in Table 2.

Blurring and adding fog/rain e�ects are all convolutional trans-
formations, i.e., they perform the convolution operation on the
input pixels with di�erent transform-speci�c kernels. A convolu-
tion operation adds (weighted by the kernel) each pixel of the input

36Used in DeepTest
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Large Scale Empirical Study Result

Also Used as Oracles
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¡ Coverage guidance is useful

¡ Significantly outperform in terms of coverage

¡ Detecting more unique bugs

¡ Detected bugs render higher diversity

¡ Even more obvious advantage to detecting DNN 
quantization consistency bugs during deployment
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¡ Testing Quality & Confidence
Structural perspective

¡ Test Data Quality
Decision-logic perspective
(similar to semantics)

¡ Efficient DL Defect Detection
Development phase

¡ Debug & Repair & Enhancement?
40



¡ Criteria & Quality Standards
§ How to design insightful testing criteria for different purpose
§ How to leverage these criteria to understand the runtime behavior of DNNs

¡ Testing and analysis tool support is desperately demanding from industry
¡ Debugging and understanding

§ MODE@FSE’18
¡ Repair and Enhance
¡ Better engineering DL development and deployment full-stack toolchain

§ CRADLE@ICSE’19, bug detection in DL framework

¡ Evolution and maintenance?
¡ …

interpretability Security Privacy Fairness …..
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